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The primary goal of drug safety, or pharmacovigilance, is the 
detection, assessment, understanding and prevention of adverse 
effects or any other drug-related problems.

Today there is more nuance to the drug safety processes than in the 
early years of pharmacovigilance in the 1960s, thanks to the more 
detailed legislation and more set guidelines. The pharmaceutical 
industry has now decades of experience with adverse event 
reporting. There is more historical data that can be used to reflect 
the new findings. 

The number of new adverse event cases is growing every year. We 
now live in a world where the estimated amount of data grows by 
over 50% every year. This number is not specific for drug safety, 
but it is probably behind the idea that in a data management and 
data assessment sector, such as pharmacovigilance, the use of 
automation and AI-based tools is now mandatory in order to be 
able to handle the heaps of data.

The Reality of AE Report Volume Growth
Exponential growth of safety data is something that you might come 
across in keynote speeches from drug safety executives, sales and 
marketing materials of CROs or in certain research papers. These 
sources suggest that the volume of safety data is growing at an 
exponential rate, driven by factors that extend far beyond the simple 
increase in the number of authorised medicinal products. One thesis 
is that the increase in safety data is caused by new types of data 
sources, digital health technologies and regulatory complexity.

It might be true that the amount of certain type of data is 
increasing, but if we look at the number of adverse event reports, 
which are still very much the core data type when it comes to drug 
safety, the growth rate of new reports to major regulatory authorities 
(FDA, EMA) has been around 6–7% annually over the past 10 years, 
which is hardly ‘exponential.’

In addition to the regulatory authority reporting, a clinical trial 
case might be also reported between organisations, such as the CROs, 
license holders and other potential parties involved. Depending on 
the country, there can be multiple regulatory organisations that must 
receive the report. If the clinical trial is conducted globally, there can 
be multiple countries where one report must be reported. 

Is Manual Case Processing Unsustainable?
Historically, the pharmaceutical industry has addressed increasing 
case volumes by increasing headcount. The linear scaling model, 
hiring more safety associates to process more cases, is no longer 
economically viable.

These reasons could include for example that the manual 
processing is slow, taking days or even a week for complex cases or 
that in times of crisis (e.g., a pandemic or a mass litigation), manual 
teams cannot scale instantly, leading to backlogs, delayed reporting 
and potential regulatory fines. The reasons to automate are not purely 
economical, but more related to improved quality and compliance. 

The Mandate for Automation
How AI is Transforming Adverse Event Reporting in 
Clinical Trials

Thanks to the recent advances in AI, automation of case processing 
has become significantly easier and thus cheaper, meaning that 
automation can also reduce costs, or at least prevent cost increase.

Manual data entry is inherently prone to error. The repetition 
of typing complex medical terminology leads to fatigue and 
inconsistency.

In the context of clinical trials, where a single miscoded Serious 
Adverse Event (SAE) can skew the safety profile of an investigational 
drug, a 1% error rate is significant. If an SAE is misclassified as non-
serious due to a data entry error, it may not be reported to the FDA or 
EMA within the expedited 7 or 15-day window, most likely resulting 
in a finding of non-compliance, but also corrupting the aggregate 
report data.

Performance  
Metric

Manual  
Data Entry

Automated  
System

Implications

Accuracy Rate 96%–99% 99.96%–99.99%

Automated systems 
drastically reduce the 
risk of data integrity 
issues.

Error Frequency
Up to 4 
errors per 
100 entries

1–4 errors per 
10,000 entries

Manual entry requires 
extensive Quality 
Control steps, adding 
cost.

Consistency Low High

Machines always code 
‘Headache,’ to the 
same MedDRA term; 
humans may vary.

Processing Time
Hours to 
Days

Seconds to 
Minutes

Automation enables 
real-time signal 
detection.

Table 1: Example Comparison of Manual vs. Automated Data Entry Performance

Adverse Event Reporting Automation across Clinical Trial 
Phases
To understand the specific application of automation, it is essential to 
analyse how safety monitoring evolves through the lifecycle of drug 
development. Each phase presents different types of challenges that 
can be addressed with automation.
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Clinical Trial Phase Primary Challenge/Focus Automation Application

Phase I: Safety Planning and 
Expedited Speed

Low AE volume, but peak criticality;  
need for speed and accuracy.

Automated intake systems integrated with Electronic Data Capture (EDC) to 
instantly flag Grade 3 or 4 toxicity, triggering immediate alerts to the Medical 
Monitor and Data Safety Monitoring Board.

Phase II: Establishing the 
Safety Profile

Increased data volume; growing complexity 
of causality assessment (due to comorbidities 
and concomitant medications).

AI-driven causality assessment tools to support medical reviewers and provide a 
probability score for causality. Aids in generating the Development Safety Update 
Report (DSUR).

Phase III: Large-Scale 
Surveillance and Global 
Complexity

Sheer volume of data; managing a matrix of 
global reporting obligations across multiple 
countries and sites.

Safety Data Exchange Agreement (SDEA) automation utilising a rules engine to 
automatically schedule and generate the correct report (CIOMS I, MedWatch, E2B) 
for the correct recipient within the correct timeline.

Phase IV: Post-Marketing 
and Real-World Evidence

Data is ‘noisy’ and unstructured and 
cost-effectiveness becomes more important.

Automation of spontaneous report intake, AI assessment, automated expedited 
reporting and generation of aggregate reports, AI signal detection tools etc. 

An example of a touchless workflow of an adverse event report

Table 2: Examples of the drug safety challenges in clinical trials and their automation solutions 

The Technological Architecture of Automated Reporting
The transition to automated reporting is driven by a stack of advanced 
technologies, often integrated into platforms.

Best-practice systems centralise all intake channels (electronic 
data capture systems, portals, gateway) into a single processing hub. 
This ensures that no report is lost in a personal inbox or a SharePoint 
subfolder and provides a single audit trail for all incoming safety 
information.

One of the simplest, cheapest and most effective ways to automate, 
or more accurately digitise and simplify, the data entry process is to 
ensure that all data is entered electronically and if possible, from the 
beginning of the process to the central data hub utilising different 
types of data entry forms. Entering data from the beginning to a 
centralised database completely removes the need to manually map 
the data and also the need for AI-assisted data extraction.

Natural Language Processing (NLP) and Extraction
Once the document is digital, AI takes over to ‘read,’ the text. This 
is the core differentiator between simple digitisation and true 
automation.

The AI agent parses the narrative to identify the four validity 
criteria of an adverse event report; patient, product, reporter and 
adverse event. 

The AI system maps the extracted terms to standard dictionaries. 
This is called ontology mapping. ‘Severe nausea,’ is mapped to the 
MedDRA Lower Level Term (LLT) ‘Nausea’ and the Standardised 
MedDRA Query (SMQ) for gastrointestinal disorders. The suspect 
drug is mapped to a drug dictionary.

In benchmarking studies, advanced models have demonstrated an 
accuracy of over 99% in detecting adverse events from unstructured 
text. Even the generic Large Language Models (LLMs) from 2024 can 
achieve almost 95% accuracy out of the box. 

The use of more advanced models ensures better accuracy, but older 
models allow processing large amounts of data for a significantly lower 
price. This means that in situations where large amounts of data is 
available, for example in Phase IV where literature and large healthcare 
registries are analysed, the best solution is to use a layered approach 
where a cheaper model is used extensively for ‘pre-screening,’ and the 
advanced model is used selectively for decision making.
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KPI Category Metric Definition Target

Efficiency Touchless Processing Rate % of cases processed without human editing > 90% for non-serious > 50% for serious

Efficiency Case Cycle Time Average time from receipt to submission < 24 hours

Quality First-Time Accuracy % of cases passing validation on the first attempt > 99%

Compliance Submission Compliance % of reports submitted on time > 99%

Cost Cost Per Case Total operational cost / Total case volume Decreasing trend

Intelligence Signal Detection Time Time from data availability to signal validation Real-time

Table 3: Example Key Performance Indicators (KPIs) for Automated Adverse Event Reporting

Automated Triage and Validation
After extraction, the system applies business logic to triage the case.
When AI is used for safety assessment the precision is critical; a 
false positive creates unnecessary work, while a false negative is a 
compliance risk. Many would naturally choose over-reporting instead 
of under-reporting. This has been the trend in manual processes.

One of the most complex tasks in adverse event case management 
is identifying if a new report is actually a follow-up to an existing 
case. AI algorithms can use fuzzy matching logic (comparing name, 
DOB, gender, event date) to score the probability of a match. If the 
score is high (e.g., >90%), the system automatically links the new 
document to the existing case.

Another critical point in case management is the seriousness 
assessment. The system scans the extracted events against 
the regulatory seriousness criteria (Death, Life-Threatening, 
Hospitalisation, Disability, Congenital Anomaly). If ‘Hospitalisation,’ 
is detected, the case is automatically flagged as ‘Serious’ and routed to 
the expedited workflow. This prioritisation ensures that critical cases 
are never buried in a queue of non-serious reports.

The ‘Touchless,’ Workflow
A ‘touchless,’ case is one that moves from intake to submission 
without human intervention.
 

Currently, touchless processing is most viable for non-serious, 
high-volume cases (e.g., from Phase IV Patient Support Programs) 
or well-structured clinical trial cases. For complex, serious cases, 
the current industry standard is still ‘Human-in-the-Loop’ (HITL), 
where the AI pre-processes the case and a human expert reviews 
and finalises it.

The Regulatory Landscape
The adoption of AI and automation in drug safety processes is not a 
‘wild west’; it is occurring within a framework of regulation that some 
would say is currently lagging behind the technological advancements 
by years, if not already decades. To patch this legislative gap, the 
regulatory authorities have published opinion papers in the past 
couple of years.

FDA Guidance
The FDA’s ‘Considerations for the Use of AI to Support Regulatory 
Decision-Making,’ from 2025 emphasises a ‘Risk-Based Credibility 
Assessment.’

FDA highlights the importance of Data Representativeness. The 
AI model must be trained on data that is representative of the target 
population. If an AI model is trained only on US English medical 
notes, it may fail to accurately extract data from reports written in 
Indian or Japanese English, leading to bias and potential safety gaps.
The US FDA also highlights that in a touchless system, the audit trail 
is the only proof of what happened. The FDA requires immutable 

audit logs that record the ‘who, what, when, and why,’ of every data 
change, whether performed by a human or an algorithm.

The EU AI Act
The European Union's AI Act from 2024 classifies AI systems used 
in critical healthcare infrastructure as ‘High Risk,’ systems. It can 
be considered that AI solutions used for drug safety processes, 
especially in Phase I, belong to this high risk class. Under the EU’s AI 
act the high risk designation carries significant obligations related to 
transparency, explainability and human oversight.

The transparency obligation means that if a chatbot is interacting 
with a patient to collect AE data, it must be disclosed that the entity 
is an AI.

Requirement for explainability means in this context that if an AI 
agent rejects a case as a duplicate, the reasoning must be available in 
the record or audit trail.

A good example of the need for transparency and explainability 
is that if the use of the AI solution could be considered to have a high 
regulatory impact or high patient risk in a clinical trial and the method 
has not been previously qualified by the EMA for the specific context 
of use, everything related to the AI solution could be considered to 
be part of the clinical trial data. Meaning that there could be a full 
assessment of the architecture, logs, validation, testing etc. 

The human oversight requirement can seem like a major hurdle 
for automating case processing utilising AI. If the requirement 
is interpreted so that a human can override the AI's decision, 
meaning each of the cases should always be assessed by a human, 
the ‘touchless,’ process would be impossible. However, a risk-based 
approach to this requirement would mean that if the test data shows 
that for non-serious cases the AI data entry quality is 99.9%, while 
manual data entry by drug safety specialist is 96% accurate, the data 
entry by AI should have similar quality control requirements as the 
manual data entry.

Quantifying the Return on Automation Investment
The adoption of automated reporting delivers measurable value. 
Automation cuts pharmacovigilance costs via automated intake 
and data entry. It accelerates SUSAR dispatch from days to minutes, 
ensuring compliance with strict 7/15-day reporting deadlines. This 
‘de-coupling,’ of volume and cost allows safety teams to manage 
double-digit annual case volume growth without a linear increase in 
headcount.

Automated systems offer consistent, 24/7 rule application, 
preventing fatigue-related delays, reducing late submissions and 
minimising regulatory findings. Removing human variability in 
coding and data entry improves safety data quality, leading to 
fewer invalid signals and more reliable benefit-risk assessments. 
By automating routine tasks, safety professionals can focus on 
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high-value activities like medical review, signal evaluation and risk 
management, transforming pharmacovigilance into a strategic drug 
development partner.

To measure the success of automation initiatives, organisations 
should track a set of KPIs.

Challenges and Barriers to Adoption
Despite the benefits, the path to automation is not without obstacles.

The ‘Trust Gap’
There is a natural hesitation to trust algorithms with patient safety. 
A ‘false negative,’ (failing to report a serious AE) can be a high-stakes 
failure.

As expected, the industry is adopting a ‘crawl, walk, run,’ approach 
with AI. It starts with ‘Human-in-the-Loop,’ where the AI makes a 
suggestion that a human approves. As confidence scores improve and 
validation data accumulates, the system moves to ‘Human-on-the-
Loop,’ (monitoring) and finally to ‘touchless,’ for low-risk cases.

Legacy Infrastructure
The shift to cloud-native safety platforms is accelerating and the 
assumption is that at this point there is only a low number of sponsors 
and CROs who still rely on on-premise, legacy safety databases, EDC 
or other software that lack modern APIs. Integrating a cutting-edge AI 
intake tool with a 15-year-old software can be technically challenging.

Modern platforms are designed API-first, facilitating easy 
integration with AI and automation microservices. Migrating to a new 
system, especially in the middle of a study, can be a hurdle that takes 
quite a number of convincing arguments.

Conclusion
The transition to automated adverse event reporting is no longer 
a future trend but a present-day mandate for the pharmaceutical 
industry. While the underlying volume of core adverse event reports 
is not growing exponentially, the increasing complexity, global 
reporting matrix and sheer scale of data expected from new digital 
sources are set to render manual case processing unsustainable.

The core argument for automation rests on its clear advantages 
over the traditional ‘linear scaling,’ model of hiring more staff:

•	 Automated systems achieve vastly higher accuracy compared 
to manual data entry significantly reducing the risk of a single 
miscoded Serious Adverse Event leading to regulatory non-
compliance.

•	 Automation dramatically cuts the case processing time from 
days to minutes, accelerating the dispatch of SUSARs and 
ensuring compliance with expedited reporting deadlines.

•	 This shift is driven by AI for high-accuracy data extraction 
and ontology mapping and business logic for automated triage, 
duplicate checking and seriousness assessment.

•	 The concerns around regulatory compliance are best addressed 
with a risk-based ‘Human-in-the-Loop,’ approach rather than a 
full veto on the ‘touchless,’ processing of high-volume, low-risk 
cases.

•	 Automation delivers a clear return on investment, decreasing 
cost per case, allowing safety teams to manage volume growth 
without a linear increase in headcount.

Ultimately, the path forward requires bridging the ‘Trust Gap’ 
and overcoming challenges related to legacy infrastructure by 
adopting a ‘crawl, walk, run,’ approach to AI implementation. The 
future of pharmacovigilance is moving beyond merely predictive to 
prescriptive analytics, transforming the function from ‘data entry,’ 
to data science to better protect patients and ensure the safe use of 
medicines in a digital-first world.


