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Artificial Intelligence and Ethical Review

As artificial intelligence (AI) becomes increasingly integrated
into clinical research, Institutional Review Boards (IRBs) face
new challenges in evaluating associated risks and ethical
implications. IRBs need a framework that offers structured
questions and decision-making tools to help them determine
when and how to apply appropriate, proportionate oversight,
consistent with regulatory directives. This article will discuss
key topics, including aligning review practices with regulatory
standards, assessing Al-specific risks and benefits, and
addressing the growing debate around ‘Al exceptionalism, in
ethical review.

Institutional Review Boards (IRBs) oversee clinical research
to protect the rights and welfare of human participants. Ethical
guidelines such as the Belmont Report, Declaration of Helsinki,
and Nuremberg Code, as well as regulations issued by the U.S.
Department of Health and Human Services and the U.S. Food and
Drug Administration, provide ethical standards by which research
should be conducted. However, these guidelines and regulations
were developed well before artificial intelligence (AI) came to
the forefront. Rudimentary applications of Al have been used in
medical devices for many years; however, it wasn't until recently
that Al permeated society and clinical research in a more expansive
way.

In 2023, those of us involved in the ethical review of research
began to question whether there were inherent differences in
what should be considered when a protocol includes Al as an
experimental intervention, meaning the Al is intended to have a
direct influence on the intervention with the potential to affect the
research participant’s condition or outcomes. There were additional
questions around whether the introduction of AI would require
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different considerations beyond those already included in the IRB
review of a protocol. At the time, there were no U.S. FDA, HHS, or
global guidance addressing ethical issues in the review of clinical
research that includes Al

To address these questions, WCG and the Multi-Regional
Clinical Trials Center of Brigham Women’s Hospital and Harvard
(MRCT Center) together assembled an expert task force to discuss
ethical and regulatory considerations by IRBs that review protocols
involving Al as an experimental intervention. The task force
consisted of institutional review board (IRB) chairs and members,
ethicists, Al technologists, and industry representatives. The
Framework for Review of Clinical Research Involving Al was
developed from these discussions.

The Framework provides a structure to help the IRB discern how
Al is being used in the specific study under review, what IRB or
institutional oversight is necessary, and what questions to consider.
A further section considers risks and benefits based on the Al stage
of development, followed by ethical considerations that may be
unique to research involving AL

Initially, the IRB must determine whether the Al project is
research, part of a quality improvement project, or exploratory, and
given the stage of development, the nature of the risks involved.
The stage of development, the risks, and other factors determine
whether the protocol is exempt from IRB review, expedited review
is appropriate, or full board review is required. Since Al algorithms
are continually ingesting and analysing data, complex issues
related to privacy and confidentiality could warrant full board
review or compel differences in the process or content of informed
consent that might not be necessary or required for other types
of interventions. Additional questions include whether the Al
qualifies as a medical device under FDA regulations and, therefore,
whether submission to the FDA is needed before the research can
be initiated.

Partitioning the evaluation of the AI research by stage of
development is helpful in part because the level of human exposure
and engagement in the research varies based on stage. Some
research may include elements of more than one stage.

+  The Discovery Stage involves the conceptualisation, design,
and development of the AT algorithm. This stage is unlikely
to involve participants directly but will likely use human data
or protected health information to train, build, and refine
the algorithm. The source of the data, how the dataset was
accessed, how the data are protected, and the nature and
sensitivity of the data must all be considered.

+  The Translation Stage generally involves some validation
and/or testing of the algorithm. Prospective participant data
may be used, but deployment of the AT algorithm would not
typically guide clinical management or treatment. Consent to
access or use the data may be appropriate or even required,
depending on the specific protocol. If Al-enabled results or
predictions are anticipated, discussion as to whether and how
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this information can or should be shared with participants (or
their care providers) should be part of IRB review.

+  During the Deployment stage, the ability of the AT algorithm to
support or guide the diagnosis or treatment of trial participants
is evaluated. Here, the Al is used on, with, or by participants,
and human oversight is essential, particularly if Al is replacing
functions that had historically been performed by clinicians.
AT algorithms, for example, may be used to adjust a medical
device automatically without direct clinician monitoring or
intervention. Some Al algorithms, once validated, are stable;
others, however, are adaptive, refining their output as the
algorithm learns from the introduction of new data. As Al
learns, the performance of and outputs from the algorithm
should improve. Occasionally, however, it may change in
ways that are harmful to participants; mitigating the risks
of ‘algorithmic drift, requires human oversight and timely
intervention. The nature and periodicity of monitoring should
be reviewed by the IRB.

The foundational ethical principles of respect for persons,
beneficence and nonmaleficence, and justice that apply generally
to research also apply to research involving Al That said, certain
ethical dimensions are particularly salient in research involving
AL The Framework specifically discusses six areas that should be
deliberated during IRB review of Al-embedded research, namely:
(1) human agency and oversight, (2) technical robustness and
safety, (3) privacy, confidentiality, and data governance, (1)
transparency, (5) representativeness and fairness, and (6) informed
consent.

The concept of a human in the loop, is often mentioned in the
context of Al and is closely tied to human agency and oversight. The
degree of human oversight is important as systems become more
automated, particularly when human interpretation and judgment
are important for decision-making. Ethical reviews of research
should include evaluating how Al is monitored, including when and
how its actions or decisions are assessed.

Technical robustness and safety center on the evaluation of
the limitations of the Al algorithm. Has adequate validation been
performed to ensure that the AI output is reliable and unlikely
to result in risks to participants? Most of this will depend on the
provenance, completeness, and quality of the data used to develop
the algorithm and whether Al has been trained on data from a
population representative of the group intended to benefit from the
use of the AT application.
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Privacy, confidentiality, and data governance play a role in
research that includes Al not only because a large amount of data is
needed to develop Al algorithms, but also because of the ‘black box,
nature of an Al algorithm, where the process of decision-making
by or the output of the AT algorithm is opaque. While individual
data are not readily identifiable, they might be shared, accessed,
and/or stored during AT development; linkage to other data sources
increases the risk of identifiability. It may be nearly impossible to
remove participant data once they are incorporated into an Al
algorithm. These data must be protected by encryption or other
means from dissemination.

It is exactly the black box nature of Al that requires transparency,
when possible, to maintain trust in the utilisation of Al outputs.
Researchers are responsible for providing information on the AT’s
decision-making process and its intended use to participants and
the IRB, as well as clarifying how issues like bias or errors generated
by Al systems will be addressed.

Representativeness and fairness are relevant in Al research.
Datasets used to develop Al algorithms should be representative
of the population that is anticipated to use the Al-enabled product
or device. Representation mitigates the risk of bias and will
increase the applicability, fidelity, and utility of the product when
deployed. Researchers should be particularly sensitive to issues of
representation and access in their research.

Informed consent is rooted in the ethical principle of autonomy
and respect for persons, and it is central to all research. The
Framework suggests that there might be unique considerations for
protocols that include Al that test the limits of our regulations. For
example, given the evolving nature of Al algorithms, participants
should be provided with clear information about how their data
may be used and shared beyond their participation in a particular
study. In some cases where waivers of consent might be considered
reasonable, the inherent risk of sharing and maintaining data might
warrant consenting participants when possible.

What is it about AI that requires special considerations beyond
other types of research? Al is a form of computing software that
uses vast amounts of data to make predictions. These predictions
are complex and may appear to replace or supplant human
reasoning. Some suggest that Al's capabilities may transcend those
of humans (Pierce, 2024) (LuisEscobarL.-Dellamary, 2025). The
concept of ‘Al exceptionalism, is rooted in the complexity of Al its
capacity to continually learn, and the unclear nature of how outputs
are generated. (Bélisle-Pipon JC, 2021) Analysis of the outputs of AT
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algorithms requires human oversight to ensure that the outputs are
accurate and to protect individuals from harm. Al, however, does
not have the capacity for empathy or human emotion, or to infer
causal effects, at least currently.

IRB review of protocols that involve Al is challenging, in part
because of the unique use of large data sets in the research, and how
the data are sourced and retained for future algorithm development.
IRBs are tasked to ensure that participants understand the use of
their data and the limitations of protecting their data in research
that includes Al To date, many studies have not involved ‘readily
identifiable data, rendering IRB review more straightforward; as Al
advances, however, the concept of anonymisation may need to be
retired.

“The promise of these AI systems to automate and scale scientific
discovery and inquiry will continue to call on the need for human
judgment... The closer Al gets to influencing care decisions, the more
essential it becomes to ensure that the data that it draws on [and]
that it’s using to develop a model of decision-making, is traceable,
interpretable, and ethically sourced.”

Mary Gray, Senior Principal Researcher,
Microsoft Research (Webinar, 2025)

Conclusion
In summary, integrating Al into research introduces significant
opportunities and complex ethical challenges. The Framework
for Review of Clinical Research Involving Artificial Intelligence,
developed by the MRCT Center and WCG in collaboration with
experts in the field, provides essential guidance for addressing the
unique challenges posed by Al in research. It offers a structured
approach to IRB oversight, highlighting the benefits and risks
at different stages of Al development. Grounded in established
and foundational ethical principles, it discusses applicable and
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pertinent considerations: human agency and oversight, technical
robustness and safety, privacy, confidentiality, and data governance,
transparency, representativeness and fairness, and informed consent.
The Framework helps researchers and IRBs navigate the complexities
of AT algorithms, including their black box nature and the risks
associated with data use, retention, and reuse. AI will continue to
evolve and challenge us. The Framework supports responsible
innovation by fostering trust, protecting participant rights, and
ensuring the ethical advancement of AI technologies in human
research.
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